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Abstract

We describe an experiment on the effects of electronic vocal disguise on speaker
identification. Listeners were trained to identify four voices. They then participated in
listening tests in which their task was to identify speakers from a set of short stimuli.
In the first test the stimuli were natural. For the second test the voices were artificially
disguised via modification of the fundamental frequency. As predicted, identification
rates fell for the modified stimuli. The more extreme disguises (£8 semitones) yielded
the lowest rates. The majority of listeners performed above chance level in all except
the -8 semitone condition. The results showed significant effects for both listener and
speaker, in line with previous studies of undisguised and naturally-disguised speaker
identification. The variation suggests further research is required to assess the robust-
ness of those forms of electronic disguise used to protect vulnerable witnesses.
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Introduction

One factor which may seriously affect both expert and lay speaker identification
is vocal disguise. Indeed, it has been claimed that disguise may have a ‘crippling’
effect on identification (Bull and Clifford 1999: 197, with specific reference to
lay witnesses participating in voice line-ups). Disguise may take many forms,
including mimicry, adoption of a different accent, the use of external objects to
affect vocal tract dynamics, or the use of electronic devices. However, despite
the potentially serious consequences of disguise on identification, relatively
little research has been carried out to assess the types of disguise that are used
in criminal cases, their effects on specific phonetic features, and the impact
these effects may have on either technical speaker comparison or lay witness
speaker identification in forensic situations.

In this article we describe an experiment which, to the best of our knowledge,
is the first published study to formally assess the ability of listeners to identify
voices that have been artificially disguised by electronic means. Electronic
forms of disguise do not appear to be used with great frequency in criminal
cases. Gfroerer (1994) estimates that electronic disguise occurs in around 10%
of all cases involving disguise, while Masthoff (1996) reports it in less than 1%
of cases and Kiinzel (2000: 149) comments that it is used ‘very rarely’. However,
there are three reasons to support investigation of artificial disguise. First, it
seems possible that more criminal cases will involve such forms of disguise
as ‘voice scrambling’ devices become more widely available. Second, the use
of an artificial means of disguising voices allows the experimenter to exercise
systematic control over the phonetic properties of the disguise. Such control
is lacking in experiments which investigate disguises consciously employed by
speakers in the course of spontaneous speech, such as adoption of a different
accent. Finally, electronic disguise is often used for a more positive purpose,
namely as a means of protecting a speaker’s identity. This process may be used
to protect vulnerable witnesses in court proceedings (Beijer and van Hoorn
1998, McLaughlin 2007), or to maintain the anonymity of interviewees in
television and radio programmes.' It is essential for such purposes that the
form of disguise is sufficiently robust to prevent identification by listeners
who are familiar with the voice, while at the same time it should not impede
intelligibility.>

With these issues in mind, we turn now to a brief survey of previous research
on disguise, before describing the details of our experiment.
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Background

Defining disguise

Rodman (1998) defines disguise as ‘any alteration, distortion or deviation from
the normal voice, irrespective of the cause’ He further classifies disguise types
along two dimensions - deliberate versus non-deliberate and electronic versus
non-electronic. This provides a basic taxonomy, as summarised in Table 1.

Table 1: Taxonomy of vocal disguise types (after Rodman 1998)

Deliberate Non-deliberate
Non-electronic ~ On-line modification to speech Involuntary state of the individual
Electronic Electronic scrambling Channel distortions

Deliberate non-electronic disguises are those most typically found in casework
and investigated experimentally. They all involve active modification to speech
by the speaker, and include conscious adoption of different accents, voice
quality and phonatory adjustments such as whispering and falsetto, and the
use of biteblock objects, such as holding a pencil between the teeth to limit
vocal organ movement.

Non-deliberate disguise types include changes to the normal voice as a result
of health factors, and artefacts introduced by recording media and transmis-
sion channels. Although such effects may be considered outside the territory
of disguise as commonly conceived, they nonetheless involve phonetic and
acoustic deviations which may lead to a voice being misidentified. Moreover,
the phonetic and acoustic variation resulting from non-deliberate sources
may be similar in kind and extent to the variation caused by deliberate acts. It
is therefore of relevance in the study of disguise in general to take account of
research findings with respect to non-deliberate sources (see further Rodman
1998 for discussion and an extensive bibliography). It is furthermore possible
that variation resulting from non-deliberate sources may co-occur with aspects
of deliberate disguise.

The remaining category in Table 1 is our point of interest for the present
article. Electronic forms of disguise can be introduced via a range of hardware
and software systems variously referred to and marketed as voice scramblers,
voice changers, etc. These systems permit controlled adjustments to be made
to aspects of the speech signal such as pitch and frequency components. We
also include in this category attempts to construct spoken messages by splicing
together pre-existing recordings.
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Disguise in forensic casework

It is perhaps to be predicted that disguise occurs in certain types of crime
more frequently than others. Speakers are more likely to attempt a disguise in
situations where they expect their voice to be recorded, or when they may be
recognised by a listener who is familiar with their voice. Thus disguise is most
likely in cases such as blackmail, kidnap, or abusive phone calls to a known
recipient (Kiinzel 2000). Given the link between use of disguise and type of
crime we might also predict disguise to be more frequent in countries or com-
munities where those forms of crime are particularly prevalent. Statistics on
the occurrence of disguise are hard to come by, however. Masthoft (1996) cites
data from the German Bundeskriminalamt (BKA) gathered by Gfroerer (1994)
during the period 1989-1994. Disguise is reported to have occurred in 52% of
cases where the offender may have expected to have his voice recorded, with a
peak of 69% in blackmail cases. Kiinzel (2000) puts the figure at between 15 and
25% of all BKA speaker identification cases. Masthoff (1996) further reports
a much lower rate of disguise usage (under 5%) based on the cases handled
by the University of Trier over a seven-year period. He attributes the statisti-
cal difference to the type of forensic case typically referred to the University
rather than the BKA. Molina de Figueiredo and de Souza Britto (1996) report
disguise to be ‘very common’ in Brazilian kidnapping cases, especially with a
biteblock method, although they do not offer any formal statistics. At ] P French
Associates we estimate that approximately one in forty cases (2.5%) involves
some form of disguise.

A relatively small number of published reports have discussed specific foren-
sic cases where disguise was used. Hirson and Duckworth (1993) describe a
case in which recorded blackmail messages were sent to a bank manager after
the kidnap of his wife. The blackmailer adopted a vocal disguise based on heavy
use of creaky voice and slow tempo. Lindsey and Hirson (1999) report a bomb
threat case which apparently involved a disguise in the form of an adopted
accent, but in which /r/ pronunciations differed across the known and disputed
samples. Wagner and Koster (1999) comment upon the relatively high use of
falsetto in German casework, discussing a blackmailer who used falsetto in
almost 40 telephone calls. Kiinzel (2000) lists forms of disguise most commonly
found in BKA cases, including falsetto, creak, whisper, pinching the nose and
adopting a foreign accent. He also illustrates a case in which a message was
constructed from pre-existing recordings. Details on a few other cases are given
by Storey (1996) and Hollien (2002: 50-51).

A common feature of disguise in forensic casework is that speakers are rarely
able to maintain their disguise consistently. Where the speaker attempts to
adopt a different accent, for instance, it is rare that the adopted accent is totally
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authentic, the speaker may shift back towards his normal accent from time to
time, and certain features of the speaker’s voice may not be modified at all.
Masthoff (1996: 164), for example, notes the inability of speakers in his experi-
mental investigation of disguise to mask strong regional dialect features. The
lack of consistency, of course, may offer valuable clues to the forensic analyst,
first in demonstrating that the speaker is indeed disguising his voice, and
second in revealing the more robust phonetic features for speaker comparison
(Nolan 1990, Hirson and Duckworth 1995, Kiinzel 2000). In a recent case
handled by ] P French Associates an abusive phone caller appeared to adopt
a non-native accent of English which was not readily identifiable as that of a
native speaker of any other language in particular. A very striking feature of his
voice was full devoicing of voiced fricatives in word-initial contexts. Thus, for
example, village and Victoria were pronounced with initial [f-]. The suspect, a
native speaker of British English, originally denied having made the calls. Yet
he too showed consistent full devoicing of word-initial /v/ and /z/ in his police
interview recording. He eventually pleaded guilty to the offence, was sentenced
to five months imprisonment and given a life restraining order.

Experimental studies of disquise

Research on disguise falls into four main categories: (1) assessments of the
potential effects of vocal disguise on spectrographic representations of speech,
(2) tests of listeners’ ability to detect the presence of disguise, (3) tests of listen-
ers’ ability to identify voices that have been disguised, and (4) explorations of
the types of disguise chosen by talkers and the phonetic consequences of these
types. Some illustrative studies are highlighted below. More extensive reviews
of the available literature are provided by Clifford (1980), Rodman (1998) and
Kiinzel (2000).

The first group of studies, mainly carried out in the 1970s, formed part of
a broader collection of research on the use of visual examination of spectro-
grams as a means of performing speaker identification (the so-called voiceprint
technique which has since been widely rejected by the phonetics community;
for detailed discussion see Hollien 2002, Rose 2002). For example, Endres,
Bambach and Flosser (1971) established that vocal disguise introduced con-
siderable acoustic variation in spectrograms. Reich, Moll and Curtis (1976)
carried out an experiment in which trained voiceprint examiners compared
undisguised and disguised spectrographic records from a number of speak-
ers. The speakers read two sentences while adopting five different types of
disguise: ‘old age, ‘hoarse) hypernasal, slow rate, and a free choice of disguise.
The examinations were carried out purely visually, without listening to the
speakers’ voices. Performance levels were significantly reduced by all types
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of disguise. In a similar study Hollien and McGlone (1976) concluded that
voiceprint identification was ‘little more than a matter of chance’ when disguise
was used by speakers.

Listeners’ ability to detect the presence of disguise are exemplified by Reich
(1981). He constructed a simple listening test using the set of speech samples
recorded for the Reich et al. (1976) study already discussed. Both phonetically-
trained and naive listeners were performed very well, accurately identifying
the disguised samples in around 90% of cases. Schlichting and Sullivan (1997)
tested the ability of listeners to distinguish real voices from imitations provided
by mimics. In general listeners were able to do so, but there was considerable
variation in results within the listener group. Markham (1999) describes a study
in which speakers were asked to adopt different regional accents of Swedish.
Phonetically-trained listeners were asked to identify the accents and to judge
their naturalness. Markham reports considerable variation in his results, both
in respect of listeners’ judgements and the ability of the speakers to maintain
their disguises.

Speaker identification tests involving disguised samples include Reich and
Duke (1979), Hollien, Majewski and Doherty (1982), Orchard and Yarmey
(1995) and Wagner and Koster (1999). The general consensus from this group
of studies is, unsurprisingly, that disguised voices prove harder to identify than
undisguised voices. Reich and Duke (1979) carried out an auditory identifica-
tion test, presenting listeners with paired samples in which some of the stimuli
contained a vocal disguise. With undisguised pairs identification rates were as
high as 92%. Disguise led to lower rates of identification, with scores ranging
from 59-81% for different listener groups. The lowest rates for both naive and
trained listeners were obtained when the disguised samples involved hyper-
nasality. The experiment by Orchard and Yarmey (1995) involved whispered
speech, which had a significant impact on identification rates in a simulated
voice line-up. Hollien, Majewski and Doherty (1982) constructed a similar
experiment in which undisguised and disguised stimuli were presented to
three listener groups: (a) a group who were already familiar with the talkers,
(b) a group who were exposed to the talkers in the experimental stimuli in a
pre-test training session, and (c) a group who received no training. Talkers were
given a free choice of what type of disguise to adopt, except for a prohibition
on whispering and the use of a foreign accent. As predicted, the greater the
degree of familiarity with the talker, the better the rate of identification, and all
groups performed better in the identification task with undisguised voices. The
disguised condition resulted in markedly lower identification rates for all three
listener groups compared with the undisguised condition (group (a) from 98%
to 79%, group (b) from 40% to 21%, and group (c) from 27% to 18%). An even
more dramatic effect of disguise on identification is illustrated by Wagner and
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Koster (1999). In their experiments using falsetto speech, identification rates
by naive listeners fell from 97% with undisguised stimuli to just 4% with the
falsetto stimuli.

The final group of studies is best exemplified by Kiinzel (2000), who investi-
gated the extent to which fundamental frequency is changed in vocal disguise.
He reports that male speakers whose natural f0 is relatively low tended to
choose a form of disguise in which they lower f0 even further. For relatively
high-pitched males the reverse pattern was found. Females were apparently
less inclined to modify f0. Kiinzel further comments that these experimental
findings mirror the patterns found in real forensic cases.

The studies discussed above notwithstanding, information on the effects of
disguise remains limited on account both of the relative paucity of experimental
work, and the lack of systematicity in experimental procedures (Rodman 1998).
In many experimental studies talkers are given free rein to adopt whatever form
of disguise they wish. As a result, statistics reported from such studies are not
directly comparable with one another. Moreover, it is not even clear that talkers
who are in principle adopting the same type of disguise will necessarily make
similar phonetic, acoustic or linguistic adjustments to their speech (Kiinzel
2000). Finally, there has been virtually no previous research on electronic forms
of disguise. The unpublished study by Manning and Hollien (1992, cited by
Hollien 2002) is the only previous work we were able to identify.

Experiment

Design

For the purposes of the experiment we elected to focus on the effects on speaker
identification of modifications to fundamental frequency (f0). The facility to
modify f0 appears universal for electronic voice changers, both hardware and
software based. The choice of f0 as the parameter to adjust was also motivated
by the fact that f0 is the parameter most affected by many commonly used
deliberate disguises, such as falsetto and creak (Kiinzel 2000). It is furthermore
a rather simpler parameter to adjust and control than other candidates such as
segmental or voice quality features.

While consideration was given to the use of commercially available voice
changing devices, potential problems arose in that the algorithms used by
such devices were not readily accessible, and many devices involve adjustment
via turning of knobs or sliding buttons (real or electronic) along continuous
scales.? The decision was therefore taken to manipulate f0 via a function of
Sony SoundForge (version 8.0) in order to retain total control over the type
and degree of f0 adjustment used.
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The experimental paradigm adopted was similar to that used in previous
studies of speaker identification. Listeners were asked to identify talkers from a
closed set in a forced choice test. It is well known that the degree of familiarity
with a voice affects listeners’ ability to identify that voice (Bull and Clifford
1984, 1999). In order to control for degree of familiarity materials were there-
fore chosen from speakers with whom none of the listeners was previously
familiar. Listeners underwent a training session to familiarise themselves with
the set of target voices (cf. Hollien et al. 1982).

Listeners

36 listeners were recruited, of whom 10 were male and 26 female. All were
native speakers of British English with no known speech or hearing disorders.
The listeners were resident in York at the time of the experiment, but most were
born and raised elsewhere in the United Kingdom. The age range of the listeners
was 19 to 55 years. Eight of the listeners were students at the University of York
who had some experience of linguistics. However, none had taken courses in
phonetics beyond a basic level.

Materials

Five sets of stimuli were assembled for three listening tests. The listening tests
consisted of two phases, a training phase and an identification phase. The train-
ing phase, as already explained, was designed to allow listeners to familiarise
themselves with the target voices. The identification phase sought to establish
whether listeners could identify those voices. The first test, labelled the normal
condition, consisted of natural, undisguised stimuli. In the other two tests,
labelled disguised conditions, the fundamental frequency of the experimental
stimuli had been modified as a means of disguise.

All stimuli materials were taken from the publicly-available IViE [Intonational
Variation in English] corpus (Grabe, Post and Nolan 2001). The corpus contains
recordings of nine dialects of English, with between 12 and 16 adolescent speak-
ers per dialect and equal numbers of males and females. Speakers engage in a
range of speaking tasks including a paired conversation for around five minutes,
and reading the text of the Cinderella story. For the purposes of the experiments
we chose materials from the Leeds dialect. Of the nine dialects in the corpus,
Leeds is geographically and linguistically the closest to that spoken in York.
It was considered preferable to use this dialect to avoid the possibility that
unfamiliar dialects might confuse or distract participants during the listening
tests. Materials were extracted from the Cinderella story. The story was chosen
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since it afforded fully controlled data, with all speakers producing precisely
the same text. Pilot experiments had indicated that a total of four speakers was
optimal. Listeners reported that the task became too hard and too long with
larger numbers of speakers. The IViE corpus contains material from six males
from Leeds. Four of these were chosen after informal analysis of their voices.
The two speakers who were rejected were the ones who, in the opinion of the
authors, were the most obviously different from the others. There remained,
however, some variation in fO (see Table 2). The codes used in the IviE materials
for these four speakers are JP, MD, RP and JW.

The IViE recordings are provided in .wav format in sections of around
one minute in length. For our experiment the original .wav files were edited
to remove any non-linguistic sounds such as laughter and coughing, and
also to eliminate long pauses and errors during the reading of the passage.
For the training phase of the listening tests the original files were spliced
together to form a continuous file for each speaker of around a minute and
a half in duration. All files were normalised for amplitude using the default
settings of the amplify function in the Audacity program (version 1.2.6,
Mazzoni 2007).

Normal condition listening test

The material used for the training phase consisted of the opening part of the
Cinderella story (the text is provided in Appendix 1). The duration of this sec-
tion ranged from 89 to 93 seconds for the four speakers. The training materials
thus had a total duration of just over six minutes, including pauses of eight
seconds between speakers. The identification phase contained eight stimuli,
two from each of the four speakers. Each consisted of two sentences from a
later section of the story. The duration of these stimuli was around ten seconds
on average.

The materials were presented to listeners via Microsoft PowerPoint running
on a Toshiba Equium M50-216 laptop. Listeners wore Aiwa A170 headphones.
Testing took place in a quiet room wherever it was convenient for listeners,
usually at their homes or in a room at the university. The first PowerPoint slide
of the training phase consisted of a brief rubric, explaining that the test was
about to begin and preparing the participants to listen to four voices. During the
rest of the training phase the name of the speaker was displayed on the laptop
screen while the speech sample was played automatically in the PowerPoint
file. The speakers were given proper names in order to make them more readily
memorable than the two letter labels used in the IViE corpus: Edward (IViE
speaker JP), Harry (MD), David (RP) and Matthew (JW). The names were
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chosen to be relatively frequent, and matched for number of syllables and stress
pattern. Listeners were instructed to listen carefully to the voices, and were
told that they would subsequently be asked to try to identify them in a test. No
explicit instructions were provided on the issue of making written notes during
the training, but no writing materials were provided and no listeners signalled
that they would like to take notes.

After training, listeners took a ten minute break before the identification
phase began. A simple answer sheet was provided, with eight numbered rows
containing the names of the four speakers, and boxes to be checked. At the
start of the identification phase a rubric was again provided in the PowerPoint
presentation, explaining that there would be eight extracts and that listeners
should indicate their answer by ticking the appropriate box on the sheet. While
the stimuli were playing a label was displayed on screen identifying the stimulus
number. A delay of 12 seconds was included between stimuli to allow ample
time for listeners to indicate their answers.

Disguised condition listening tests

The training phase of the disguised condition listening tests was identical
to that used in the normal condition. The identification phase consisted of
the same stimuli used in the normal condition, but with different types and
degrees of disguise introduced though modification of the {0 of the stimuli.
Modification of f0 was performed using Sony SoundForge (version 8.0). The
program contains a pitch shift function in which the user can specify the degree
of shift. We produced four sets of disguised stimuli, two via raising the f0 of
the stimuli, and two via f0 reduction. The degree of shift for the four sets was
-8, -4, +4 and +8 semitones. In all cases the following additional options in
SoundForge were selected: accuracy was set to ‘high’ using ‘speech 1 mode’ and
the durations of the original sound files were preserved. The choice of 8 semi-
tones as the extreme values of the f0 modification was based on preliminary
experimentation with the stimuli and software. Shifts greater than +8 semitones
resulted in speech that was often distorted and occasionally unintelligible. The
14 semitone disguise conditions were chosen to provide intermediate points
on a continuum. Table 2 summarises the mean and standard deviation of f0
for the unmodified stimuli used in the tests. The semitone scale was chosen as
the most straightforward means of adjusting f0 in perceptually equal steps both
up and down relative to the original recording. Table 3 indicates the equivalent
percentage shifts.
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Table 2: f0 values in Hz for extracts used in listening tests, mean and s.d. (in parentheses)

Speaker Training extract Experimental stimuli
David 128 127 133
(14) (17) (17)
Edward 122 131 126
(17) (20) (24)
Harry 93 95 94
(10) ) (10)
Matthew 117 121 125
(15) (20) (19)

Table 3: Semitone shifts and percentage equivalents

semitones -8 -4 +4 +8

percentage -37 =21 +26 +59

After pilot experiments had been carried out we concluded that it would not
be desirable to ask participants to listen to all four sets of disguised stimuli. The
inclusion of a relatively small number of different stimuli may have enabled
listeners to recognise that the same materials were being used. For the disguised
conditions listeners were therefore divided into two groups of 18. Group A
heard stimuli with f0 modified by -8 and +4 semitones, while Group B heard
the -4 and +8 semitone stimuli. Each listener therefore heard a set of stimuli in
which 0 was shifted up and one set in which f0 was shifted down, and also one
set of stimuli with an extreme f0 shift and one with an intermediate degree of
shift. In order to check for possible precedence effects the order of presentation
of the two sets of stimuli was reversed for half of each group. For example, nine
members of Group A heard the -8 semitone stimuli before the +4 semitone set,
while the other nine members heard the +4 set first. However, no precedence
effects were found and results are presented without further discussion of the
ordering of the stimuli sets.

The listening tests were again presented via PowerPoint. The rubric at the
start of the identification phase informed listeners that the extracts consisted
of disguised voices. No specific information was given about the type of dis-
guise or the number of times each voice would be heard. Two example stimuli
were provided at the start of the experimental phase, one with {0 shifted
up and one with f0 shifted down, both by 8 semitones. The examples were
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included to accustom listeners to the disguised stimuli, some of which were
likely to sound odd. The answers to the example stimuli were subsequently
discarded. The two sets of disguised stimuli were presented consecutively, with
no explicit signal to listeners that the conditions of the test were changing.
Listeners therefore heard 18 stimuli: two examples followed by two sets of
eight disguised tokens.

The disguised condition tests were carried out between two and twelve weeks
after listeners had participated in the normal condition test. While the variation
in delay between the tests was not ideal, it was unavoidable due to logistical
difficulties in arranging meetings with some of the participants. It should be
borne in mind, however, that the training phase was repeated at the start of the
disguised condition tests. Listeners were not therefore reliant on their exposure
to the target voices during the normal condition test. Post hoc statistical analysis
showed no significant correlation between experimental results and length of
delay between tests.

Results

The overall results for the listening tests are displayed in Table 4. The normal
condition results are shown in the centre, and the disguised condition results
aligned either side to reflect the direction and degree of f0 modification as
points along a continuum.

Table 4: Overall identification rates in listening tests, by condition

-8 semitones -4 semitones normal +4 semitones +8 semitones
as % 313 431 59.7 46.5 41.0
average (N=8) 2.50 3.44 478 3.72 3.28
s.d. 1.54 1.79 2.19 1.93 1.27
best 5 7 8 7 5
worst 0 1 0 1 1
Nresponses 144 144 288 144 144

As predicted, listeners performed best in the normal condition, with an average
identification rate of 59.7%. Although not an impressive score at first glance,
note that chance performance here is 25%. Identification rates fell in all four
disguised conditions, with the +8 semitone conditions yielding the lowest rates.
Rates were worse for the downshifted fO stimuli than for the corresponding
upshifted f0 stimuli: compare, for example the 31% for the -8 semitone stimuli
with the 41% for the +8 semitone stimuli.
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Figure 1 illustrates identification rates by condition for each of the four
speakers individually. The patterns on the whole mirror those revealed by Table
4. The highest identification rates generally occurred in the normal condition,
with disguised conditions yielding lower rates and the +8 semitone condition
the lowest. However, it is noteworthy that the highest identification rate for
Matthew was in fact in the +4 semitone condition rather than the normal
condition. It is also apparent from Figure 1 that there was considerable varia-
tion across individual speakers: identification rates for David and Harry were
generally better than those for Edward and Matthew. Quantified results for each
speaker are given in Appendix 3.

80
70
60
50
] @ David
40 O Edward
W Harry
O Matthew
30 —— —— —
20 - —— —— —
10 + — — —
O -

Minus 8 Minus 4 Normal Plus 4 Plus 8

Condition

Figure 1: Correct responses to stimuli by condition and speaker

The results were subjected to a one way analysis of variance with condition and
speaker as the fixed factors. The main effects were both returned as significant,
with no significant interaction (speaker: F(3,844) = 12.28, p <.0001; condition:
F(4,844) = 9.80, p < .0001; speaker x condition: F(12,844) = 1.29, p = .218).
Post hoc comparisons were therefore carried out to assess differences between
conditions and speakers.

For speaker, Tukey’s HSD confirmed that responses fell into two groups, with
scores for both David and Harry significantly higher than those for the other
two speakers. There was no significant difference between David and Harry, or
between Edward and Matthew.

For comparison of results by condition, paired t tests were used to compare
those results which had been gathered from the same listeners (e.g. for Group
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A: normal versus -8 semitones, normal versus +4 semitones, -8 versus +4
semitones). Unpaired t tests were used to compare the results for -8 versus
+8 semitones, and -4 versus +4 semitones, since these results came from
different listener groups. It was predicted at the outset that disguise would
make identification rates fall, and also that identification rates would be lower
under conditions of more extreme disguise. One tailed tests were thus applied
for all comparisons between normal and disguised conditions, and also in
those cases where the two data sets differed in magnitude of f0 modification.
Two tailed tests were applied to comparisons of +8 and +4 semitone data
since no prediction was made with respect to the effects of the direction of
{0 shift. The results of the pairwise comparisons for condition are given in
Table 5.

The statistical analyses show that results for the normal condition were
significantly better than those for each of the disguised conditions. Of the
other comparisons, the only significant difference emerged for -8 versus +4
semitones. The trend apparent in Table 4 and Figure 1, in which downshifted
f0 results were lower than those for the corresponding upshifted stimuli of the
same magnitude, did not reach statistical significance.

The data in Table 4 offer an indication of considerable cross-listener variation
in results. Figures 2 to 6 present results for individual listeners for each condi-
tion. The listeners’ results are presented in decreasing order from left to right.

Table 5: Statistical results for comparison of test conditions. Significant results highlighted in
bold

type tails t df p
normal vs.-8  paired 1 4132 17 .00035
normal vs.-4  paired 1 1.959 17 .033
normal vs. +4  paired 1 2.145 17 .023
normal vs. +8 paired 1 2.273 17 .018
-8vs. +4 paired 1 2.066 17 .027
-4 vs. +8 paired 1 0.369 17 .358
-8vs. +8 unpaired 2 1.649 34 .108
-4 vs. +4 unpaired 2 0.447 34 658
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Normal condition

listeners

Figure 2: Correct responses to stimuli in normal condition test, by listener

-8 semitones

listeners

Figure 3: Correct responses to stimuli with -8 semitone shift, by listener
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-4 semitones

listeners

Figure 4: Correct responses to stimuli with -4 semitone shift, by listener

+4 semitones

listeners

Figure 5: Correct responses to stimuli with +4 semitone shift, by listener
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+8 semitones

listeners

Figure 6: Correct responses to stimuli with +8 semitone shift, by listener

In the normal condition (Figure 2), the 36 listeners recorded all possible scores
from 8 to 0. Only 3 listeners scored a maximum 8, which perhaps indicates
the difficulty of learning to identify a set of voices after limited exposure in
contrived circumstances. However, 29 listeners performed better than chance
(a score of 2 out of 8).

The individual results for the disguised stimuli confirm the general findings
that the identification rates fell in the experimental conditions, and also that
the more extreme f0 modifications yielded the lowest scores. With both the -4
and +4 semitone stimuli the best performers scored 7 out of 8. The -8 and +8
stimuli presented more of a problem, with the best scores registered of 5 out of
8. In three of the four disguised conditions the majority of listeners performed
better than chance (2 out of 8). The exception was with the -8 semitone stimuli,
where only seven listeners scored better than chance and one listener failed to
identify any of the voices (Figure 3).

A further observation of interest is that the worst performing listeners,
namely the seven who scored 2 or lower in the normal condition, all showed
some improvement in at least one disguised condition. For example, the listener
who scored 0 in the normal condition was one of the top scorers in the +8
semitone condition with 5 out of 8. The full set of individual scores is provided
in Appendix 2.
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Error patterns

Contingency matrices are shown as Tables 6 — 10. They provide substantial
detail on the differences in responses with respect to the four speakers. Each
row quantifies the responses given for each speaker. The columns indicate the
response made. Correct identifications are shown in bold. Thus, for example,
Table 6 shows that for David’s stimuli there were 53 correct identifications in
the normal condition, 6 responses incorrectly attributed to Edward, 4 to Harry
and 9 to Matthew. The last row of each table indicates the total number of times
the incorrect name was given for all stimuli. David was chosen incorrectly 20

times in the normal condition, for instance.

Table 6: Contingency matrix, normal condition. Figures in bold indicate correct identifications

response

speaker | D total errors
D 53 4 9 19

E 6 36 8 22 36

H 5 3 50 14 22

M 9 20 10 33 39

total errors 20 29 22 45

Table 7: Contingency matrix, -8 semitone condition. Figures in bold indicate correct

identifications

response
speaker | D E H M total errors
D 10 13 4 9 26
E 9 6 10 1 30
H 1 10 19 6 17
M 4 1" i 10 26
total errors 14 34 25 26
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Table 8: Contingency matrix, -4 semitone condition. Figures in bold indicate correct
identifications

response
speaker | D E H M total errors
D 18 3 5 10 18
E 8 11 5 12 25
H 2 6 21 7 15
M 5 11 8 12 24
total errors 15 20 18 29

Table 9: Contingency matrix, +4 semitone condition. Figures in bold indicate correct
identifications

response
speaker | D E H M total errors
D 24 6 1 5 12
E 13 9 5 9 27
H 3 12 15 6 21
M 3 10 5 18 18
total errors 19 28 1 20

Table 10: Contingency matrix, +8 semitone condition. Figures in bold indicate correct
identifications

response
speaker U D E H M total errors
D 17 12 3 4 19
E 6 10 8 12 26
H 5 8 18 5 18
M 5 8 9 14 22
total errors 16 28 20 21
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Two recurrent patterns are of particular interest in Tables 6 - 10. First, the errors
generally show a broadly symmetrical picture. Table 6, for example, shows that
Edward was misidentified as David just as often as David was misidentified as
Edward (6 times each). The broad symmetry shows that mutual confusions
were apparent between speakers rather than one particular speaker being
consistently misidentified as another. Secondly, the most and least frequent
confusions were consistent across all five conditions. In the normal condition
(Table 6) Edward and Matthew were by far the most frequently confused pair,
in a total of 42 instances (Matthew was mistaken for Edward 20 times, and
the opposite error occurred 22 times). This combination provided the highest
or equal highest number of confusions in all four disguised contexts as well.
The pairing of David and Harry, by contrast, yielded the lowest number of
confusions across conditions (9 in the normal condition, 4-8 in the disguised
conditions).

Discussion and conclusion

The overall results for the experiment using electronic disguise mirror
those reported for previous studies on non-electronic forms of disguise.
Predictably, identification rates fell when listeners were required to identify
speakers from disguised speech samples. It is further apparent that rates
were lower in conditions where the form of disguise was more extreme:
although not reaching statistical significance a clear trend can be observed
such that +8 semitone stimuli resulted in lower identification rates than +4
semitone stimuli. The general level of performance was above chance for the
majority of listeners in all but the -8 semitone condition. We can conclude
from this that the latter condition was overall the most effective of the types
of disguised used.

Of most interest for both forensic and non-forensic purposes is the extent
of variability found in respect of both listener and speaker. All five conditions
yielded considerable variation by listener, with some performing very well
and others poorly. This is not in itself surprising, and on the one hand our
results merely seem to add to the body of evidence which demonstrate that
the ability to perform speaker identification is variable across individuals (see
also, for example, Rose and Duncan 1995, Hollien 1996, Foulkes and Barron
2000, Blatchford and Foulkes 2006). However, it is usually difficult to isolate
individual variation from other sources of variation, for example resulting
from different degrees of familiarity with the target voices. The present experi-
ment offers a clearer insight into individual variation than is usual because of
the control exercised in the design of the materials. Moreover, it shows that
responses to electronically disguised voices follow a similar pattern of vari-
ability to those found in experiments on undisguised speech or which have
used non-electronic forms of disguise.
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Turning to variation by speaker, this finding is again not surprising. A similar
effect has been reported in other studies of undisguised speech (for example,
Foulkes and Barron 2000, Blatchford and Foulkes 2006). The speakers who
were most reliably identified, David and Harry, had the highest and lowest
natural f0 in the group. Listeners are likely to use a number of cues to identify
speakers, and not f0 alone, but it seems unlikely that this is a coincidence. This
pair generated the lowest number of mutual confusion errors in all conditions,
which may imply that listeners were able to distinguish them on the basis of
their difference in {0 level. It is also of note that Harry was much the best identi-
fied speaker in the -8 semitone stimuli, a condition where his naturally low f0
would be enhanced. The other two speakers, Edward and Matthew, were the
pair most frequently confused. Their natural 0 was very closely matched in
the training stimuli (means of 122 and 117 Hz respectively and similar s.d.,
Table 2). What is perhaps most interesting, however, is that identification rates
and error patterns were so consistent across conditions. Thus these forms
of disguise were more effective for some speakers than others, and failed to
eliminate similarities or introduce novel disparities between pairs of voices.

Understanding listener and speaker variation is essential for forensic pur-
poses, most obviously to assess the reliability of lay witnesses who provide
evidence about voices they have heard in the course of a crime. Although the
forms of disguise used in our experiment were acoustically simple, based on
adjustment of a single parameter, the effect of these disguises on identification
was neither universal nor catastrophic. Further testing of electronic disguise
is of course required, but our results at least suggest that some — perhaps
most — listeners have a better than chance ability to identify familiar voices
that have been manipulated electronically, although some voices may be
better identified than others. Given the variation observed between listeners
and in respect of different voices, the need to test witnesses is paramount
(Yarmey 2004).

Finally, the experiments raise issues of concern in respect of the use of elec-
tronic disguise for the protection of vulnerable speakers, notably in giving
evidence in court. It is possible that the forms of electronic disguise employed
in court settings may involve more complex acoustic manipulation than that
used in our experiment. However, we are aware of at least one recent case from
the UK in which the voice of a witness was indeed modified by f0 adjustment
alone. Moreover, we not aware of any consistent protocol for the use of disguise
as a means of witness protection, and nor are we aware of any formal testing
of the settings used in courts or other authentic contexts. If the results of our
experiment prove to be generalisable, we can conclude that forms of electronic
disguise may be of variable effectiveness for different listeners and different
voices. Further experimentation is clearly merited to establish the most robust
methods of vocal disguise for witness protection.
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Appendix 1

(a) Text of Cinderella story used for training phase (from Grabe, Post and Nolan
2001):

Once upon a time there was a girl called Cinderella. But everyone called
her Cinders. Cinders lived with her mother and two stepsisters called Lily
and Rosa. Lily and Rosa were very unfriendly and they were lazy girls.
They spent all their time buying new clothes and going to parties. Poor
Cinders had to wear all their old hand-me-downs! And she had to do the
cleaning!

One day, a royal messenger came to announce a ball. The ball would be held
at the Royal Palace, in honour of the Queen’s only son, Prince William. Lily
and Rosa thought this was divine. Prince William was gorgeous, and he was
looking for a bride! They dreamed of wedding bells!

When the evening of the ball arrived, Cinders had to help her sisters get
ready. They were in a bad mood. Theyd wanted to buy some new gowns, but
their mother said that they had enough gowns. So they started shouting at
Cinders. ‘Find my jewels!” yelled one. ‘Find my hat!” howled the other. They
wanted hairbrushes, hairpins and hair spray. When her sisters had gone,
Cinders felt very down, and she cried. Suddenly, a voice said: ‘Why are you
crying, my dear?’ It was her fairy godmother!

The girl poured her heart out: ‘Lily and Rosa have it all” she cried, ‘even
though they’re awful, and fat, and they’re dull! And I want to go to the
ball, and meet Prince William!” “You will, won't you?” laughed her fairy
godmother. ‘Go into the garden and find me a pumpkin’ Cinders went,
and found a splendid pumpkin which the fairy changed into a dazzling
carriage.

‘Now bring me four white mice, the godmother said. The girl went, and
found one... two... three... four mice. The fairy godmother changed the mice
into four lovely horses to pull the carriage.

(b) Extracts of story used for experimental stimuli:

(i) Cinders ran from the ballroom. “‘Where are you going?’ Prince William
called. In her hurry, Cinders lost one of her slippers. The Prince wanted to
find Cinderella, but he couldn’t find the girl.

(ii) ‘Do you have any other girls?’ the Prince asked Cinders’ mother. ‘One more,
she replied. ‘Oh no, cried Lily and Rosa. ‘She is much too busy!” But the
Prince insisted that all girls must try the slipper.
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Appendix 2

Complete set of scores for all listeners.

Score per condition (max. = 8)

listener -8 semitones -4 semitones normal +4 semitones +8 semitones
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Appendix 3

Overall identification rates (as %) in listening tests, by speaker.

-8 semitones -4 semitones normal +4 semitones +8 semitones
David 27.78 50.00 73.61 66.67 47.22
Edward 16.67 30.56 50.00 25.00 27.78
Harry 52.78 58.33 69.44 41.67 50.00
Matthew 27.78 33.33 4583 52.78 38.89
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Notes

1 An example of the latter is provided by a recent BBC story concerning
employment opportunities in Wales, and the value for career prospects of
proficiency in Welsh. The sociolinguistic issues at stake appear to be particu-
larly sensitive in some quarters, such that one interviewee’s voice is disguised
to protect his identity. The interview is available on the internet (BBC News
2007).

2 A media report on the trial of Saddam Hussain, for example, claims that the
judge switched off the microphone of a witness because he did not like the
sound of her electronically disguised voice (Fox News 2005).

3 Examples of such devices include those promoted on the following web sites
(retrieved 1 November 2007): http://www.crimebusters911.com/
voicechangers.htm; http://www.blazeaudio.com/categories/voice_changing.
html
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